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A network provides …

Connectivity

Performance
Security

Deterministic, and impacts functionality

Probabilistic, doesn’t impact functionality

Machine Learning 
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Security: Anomaly Detection

Attack

line-rate, ML-driven 
security enforcement

AI-based online learning

Enforce while Learning
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Performance: Load Balancing

Core
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Performance: Load Balancing

ECMP or CONGA

Core

Spine
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5-tuple
5-tuple +
path load
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Performance: Load Balancing

Core

Spine

Leaf

line-rate, ML-driven     
      load balancing

custom features



History of Systems vs. Networking
Programmable

Processors

Domain-Specific

Processors

1930s

Fixed-function

Processors

1970s 2010s

Fixed-function

Switches

Programmable

Switches
Networking is 

trailing 40 years 
behind of Systems
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Programmable Processors vs. Switches

ML
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Fast and Intelligent Networking

• We want to bridge the gap between speed and intelligence!

”Inference inside switches (NICs)”

• Can quickly learn and adapt to network-wide behaviors and apply 
actions directly on every packet at line speed

• Hence, can provide
• Strict security objectives with fast response time

• Stringent service-level objectives with high performance
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Taurus: A Data-Plane ML Switch
ASPLOS ‘22, NSDI’26 IETF/ANRP Prize, IEEE Micro Top Picks (Honorable Mention)
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Data Plane
                         Switch or NIC

Packets In
Packets Out

ML Inference



ML Inference: Neural Networks

16

Input Layer Hidden Layers Output Layer



ML Inference: Neural Networks
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ML Inference: Neural Networks
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Protocol Independent Switch Arch (PISA)

19

Packets In
Packets Out
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Protocol Independent Switch Arch (PISA)
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Packets In
Packets Out

Packet
Parser

Traffic
Manager

It is not suitable for inference operations:

• Arithmetic intensity is too low to perform ML operations
• Not enough intermediate storage to carry feature and state
• and more …

Match-Action
Tables (MAT)

MAT == Lookup + VLIW



ML Inference: Neural Networks
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Taurus: A Data Plane ML Switch
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Taurus: A Data Plane ML Switch
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Taurus: A Data Plane ML Switch
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Taurus: Map-Reduce Block
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Taurus: Map-Reduce Block
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Map-Reduce Block: Control Unit
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Lane 0

Stage 0
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Lane 1
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CU

Taurus CUs are array-based:
• Functional Units (FUs)
• Pipeline Registers (PRs)

Reduction network condenses vectors to scalars



Taurus: Programming Map-Reduce
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https://spatial-lang.org (PLDI ‘18)
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Data-Plane Apps using MapReduce
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Evaluation: Taurus ASIC Overhead

• Our evaluation platform is based on Plasticine.*

• We program our map-reduce applications using Spatial HDL.

• Anomaly detection models: SVM (8 vector), DNN (12x6x3x2 neurons)
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Overheads are calculated relative to a 300 mm2 chip with 4 reconfigurable pipelines, each drawing an estimated 25 W

Model Latency

Area Power

+% +%

SVM

DNN

83 ns

221 ns

0.5

0.8

0.6

1.0

Throughput

1 GPkt/s

1 GPkt/s

Overhead of Map-Reduce Unit

* https://github.com/stanford-ppl/PlasticineTutorial (ISCA ‘17)

https://github.com/stanford-ppl/PlasticineTutorial
https://github.com/stanford-ppl/PlasticineTutorial
https://github.com/stanford-ppl/PlasticineTutorial


Evaluation: Taurus Converged Testbed
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Evaluation: Taurus Converged Testbed
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Control-Plane Baseline: 

1. Sample Traffic (XDP)
2. Apply Inference (ML Inf.)
3. Install Rules (ONOS)



Evaluation: Taurus Converged Testbed
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Taurus FPGA: 
:

• Inline, bump-in-the-wire 
processing



Evaluation: Taurus Perf. Benchmarks
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• Handles 22x more anomalous events compared to a SW control-plane design

• Operates at line-rate whilte sustaining full model accuracy

45x more accurate



Programmable Processors vs Switches
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Programmable Processors vs Switches
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Manually Crafting ML Pipelines is Complex

Network
Operators

Data Plane Binary

Model Selection

Model Architecture

Parameter Tuning

Backend Compilation

Constraint Checking



Homunculus: Declarative Data-Plane ML
ASPLOS ‘23, Best Artifact Award

ASPLOS ’23, March 25–29, 2023, Vancouver, BC, Canada Tushar Swamy, AnnusZulfiqar, Luigi Nardi, Muhammad Shahbaz, and KunleOlukotun

Model

Selection

Model

Building

Param.

Tuning

Backend

Compilation

Constraint

Checking

Data Plane Binary

Network
Operators

DNN or
SVM, …

Layers,
Neurons

Learning 
Rate,

Batch Size

Switch, 
NIC

Input: Dataset, Constraints, Target

(b)(a) Data Plane Binary

HOMUNCULUS

ML Pipeline 
Generator

Alchemy Frontend

Optimization Core

Platform-Specific 
Backend

Figure1:Compar ison of data-planeML pipel inedevelopment

process. (a) Current approach: requires domain expert ise in

model select ion, bui lding, hyperparameter tuning, target

compi lation, and constraint check ing; (b) Homuncul us: re-

quires only dataset, network performance constraints, and

target type for resource estimation.

such aspacket classific

a

t ion [50], load balancing [2, 51], resource-

aware scheduling [61], and DDoSmitigation [54, 55, 58]. Similarly,

SmartNICsand FPGA-based accelerators [21, 24, 32, 75, 76, 93] at

end-hosts can run convolutional and recurrent deep neural net-

works (i.e.CNNsand RNNs) to dynamically adjust congestion win-

dows [7, 99], adapt bitrates for incoming video chunks [60, 98],

predict network queue sizes [38] from the edge [35], and more.

Emerging data plane platforms, like Taurus [85], have enabled per-

packet ML inferencefor morecomplex ML algorithms, such asdeep

neural networksat line rate.

Equipped with theseprogrammable switches, NICs, and accel-

erators, datacenter networks can now react to network changes

intelligently (running sophisticated ML models) and swiftly (at line

speed).However,programming thesedata-planeMLpipelinestoday

is extremely challenging, even for themost expert network opera-

tors in the industry. Ther e is a stark differ ence between designing

anew feature (e.g., adding or removing aprotocol header) versus

running a sophisticated model on adata plane [85, 97]. As shown

in Figure 1, the latter requires domain expertise in ML model selec-

tion 1 , architecture construction, training 2 , and hyperparameter

optimization (HPO) 3 , aswell as an intimate familiarity with P4

and hardware-description languages (such asVerilog and VHDL)

and emerging high-level DSLs (e.g.Chisel [8] and Spatial [53]) 4 ,

whilemeeting network constraints (latency and line rate) 5 . This

process is iterated by network operatorsmany times 6 to compile

thesemodels on the underlying hardware backends 7 . So, to build

and execute these data-plane ML pipelines, a network operator

would have to bean expert in ML model development, hardware

architecture, and compiler design, all at thesametime—aSisyphean

task for thenetwork operators.

In this paper, wepresent Homuncul us, a framework that alle-

viates theburden from network operatorsand automatically gen-

erateseffici ent data-planeML pipelines for the varioususe cases

(Figure1b). With Homuncul us, network operators now only have

to specify (a) the training data set (e.g., [87, 97]), (b) constraints of

theoperating environment, i.e., minimum throughput and accept-

able latency, and (c) particular targets for theML pipeline to run

on (e.g., Tofino , Taurus [85], or else). Homuncul us then performs

design-spaceexploration (DSE) [68] to find amodel suitable for the

given usecase, tunes thehyperparameters, and auto-generates the

code for the specified backend. It iterates over these steps until the

fin

a

l output meets the constraints (or no feasible solution exists).

Homuncul us leveragesseveral key characteristicsand recent ad-

vances in the fiel ds of machine learning (including hyperparameter

optimization [16, 67, 68, 84]) and networking (including program-

mable data planes [18, 85]). First, the recent proliferation of ML

hardwareaccelerators (such asGPUs, TPUs, and NPUs) makes it

possible to build large-scale systems for model search [39]; with

open-sourceAutoML tools [15, 49], developers can now automate

all stages of the ML development life-cycle, including model ar-

chitecture search and training. Second, multi-objectiveblack-box

optimization frameworks (likeHyperMapper [68]) decouplemodel

training from model search (for resource estimation and compli-

ance) [16, 28, 53, 67, 84]. Thir d, Homuncul us exploits theunique

characteristics of datacenter networks (including operating con-

straints, such asminimum throughput and maximum acceptable

latency) to further minimizethesearch spaceof data-planeMLmod-

elsby rulingout infeasiblemodelsduring thesearch. Lastly,modern

data centers—equipped with programmable data planes [18, 85],

SmartNICs [45, 69], and FPGA-based network accelerators [32, 93]

with open interfaces (such as P4 and Spatial)—allow Homuncu-

l us to automatically generate effici ent code for these individual

backend targets.

Wemake the following key contributions:

• Alchemy Frontend (§3.1): We introduceAlchemy, a framework

that serves asa frontend for Homuncul us to expressuser intent

for a data-plane program in the form of objectives, data, and

constraints.

• Optimization Core (§3.2): Weillustratemethodologies for map-

ping multipleapplications to a data-planedevice. Thes e method-

ologies form the optimization core of Homuncul us, which takes

theAlchemy input and explores thedesign spaceof ML model

topologies, trains themodels via supervised learning, and tests

for constraints to find acompliant and well-performingmodel.

• Backend Generator (§3.3): A Homuncul us backend, which

generatesSpatial [53] and P4 [17] code for Taurus [85] or MAT-

based [18] switches, respectively, using theML model generated

by theoptimization core.

• Empir ical Evaluation (§5): Weprovideextensiveevaluations

and microbenchmarksof Homuncul us using real-world appli-

cations. Homuncul us’sgenerated ML pipelinesachievemuch

higher F1 scorescompared to hand-tuned baselines for theTau-

rus and P4-SDNet (FPGA) data planes [44, 85] backends: 83.1,

68.75, and 79.8 versus71.1, 61.04, and 77.0 respectively.

2 BACKGROUND & MOTIVATION

ML for Networking. ML algorithmsareactively replacing existing

heuristics (e.g., for load balancing, packet classifica t ion, resource

scheduling, and intrusion detection) in datacenter networks [19, 48,

59, 89, 100]. The

s

e heuristicsarenarrow in scopeand tacklespecific

aspects of networking (e.g., load balancing tailored to a leaf-spine

330
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(1) Import Libraries
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(4) Specify Platform 
and Constraints
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The optimization core builds ML 
model candidates by:

• Creating a design space

• Running Bayesian optimization

• Model training and testing
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The backend generator is 
responsible for:

• Performing feasibility tests and to 
iteratively send results back to the 
optimization core

• Generating the final binary for the 
target backend (e.g., as P4 or 
Spatial code)
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Why Bayesian Optimization?

• Optimization core must consider 
outcomes from prior iterations to 
give progressively better results 

• Due to the complexity of the 
systems, the optimization core 
must operate in a black-box setting 
(with inputs and outputs).

Use the open-source HyperMapper 
tool.*

* https://github.com/luinardi/hypermapper (MASCOT ‘19)

https://github.com/luinardi/hypermapper
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Bayesian Optimization

Model Training & 
Testing

Model Training & 
Testing

…

Backend Gen.

Optimization

Feasibility Evals

Backend Gen.

Optimization

Feasibility Evals

…

…

…

Homunculus Optimization Loop

• Repeats N times before generating 
the target binary. 

Data Plane Binary (e.g., Spatial or P4)

Final Model Selection & 
Code Generation



Evaluation: Homunculus Benchmarks 
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• F1 Score improvements in anomaly detection (AD), traffic 
classification (TC), botnet detection (BD) with N = 20

+16.9%

+12.6%

+3.6%
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Programmable Processors vs Switches
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Homunculus

ML

MapReduce
Abstraction

Caravan
LLM-Assisted

Online Learning

OSDI ‘24
SRC JUMP 2.0 Best Paper



Open Research Challenges

Taurus

ML Switch

Scaling to larger models
- via Chiplets

Handling sparsity

Model training

Feature engineering

Data collection

Auto labeling

Model design

Operator Interfaces

And more …

Newer switch 
abstractions

Floating-points ops

And more …
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Co-Design of

ML
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Network
+
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Broader Research Vision and Goals
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Taurus (ASPLOS ’22)

Broader Research Vision and Goals

Gigaflow (ASPLOS ‘25)

nanoPU (OSDI ‘21)

uManyCore (ISCA ’23)

Caravan (OSDI ‘24) 

SpliDT (NSDI ’26)
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HardHarvest (ISCA ‘25)

Homunculus (ASPLOS ’23)

Realizing the full potential of 
Fast, Flexible, and Intelligent AI-Native

Systems Networks

… …
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Questions?
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