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Why Formal Methods?
“Program testing can be used to show the presence of bugs,
but never to show their absence.”

Edsger W. Dijkstra, 1969

▶ A test samples real-world behavior for
some specific inputs.

▶ Formal methods can give proofs for all
possible inputs.

“All models are wrong, but some are
useful.” George Box

For example, analyzing a C program to
prove its correctness does not provide
guarantees about the faithfulness of the
compiler.

For P4 specifically, the input space of a program is generally large, programs are
not modularly testable, and a program is written for a specific target, so testing it

requires physical hardware. This work provides an alternative to testing by
formally modeling P4, letting you reason about (parts of a) program.
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P4Check

A formalization of P4 in Haskell by
means of a definitional interpreter
▶ Verification: Powered by symbolic

execution and bounded model
checking.

▶ Broad P416 coverage, of the core
language and architectures.

Capabilities

✓ Correctness Properties
Single-packet assertions and
multi-packet, stateful behavior
written as temporal (LTL)
properties.

✓ Step through why it fails. A
back-in-time debugger replays
counterexamples, so you can
explore the execution that led to a
violation.
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P4 Formal Methods Landscape
Property Expressiveness

Fixed Per-Packet Temporal
predefined
safety bugs

single-packet
assertions

multi-packet
(LTL / CTL)

bf4 [3]
2020

▶ These tools cover only a subset of the core P4 language.
▶ Theorem provers (HOL4P4 [1, 2, 8], Verifiable P4 [11]): cover the full language, even

concurrency, but proofs are by hand or per packet.
▶ Language workbenches and metalanguages (P4 SpecTec, P4K [5]) give executable

specifications of P4.
▶ None of them, automated or interactive, offer a step-by-step debugger for

failures.

4 / 24



P4 Formal Methods Landscape
Property Expressiveness

Fixed Per-Packet Temporal
predefined
safety bugs

single-packet
assertions

multi-packet
(LTL / CTL)

bf4 [3] p4v [7]

ASSERT-P4 [4]

Aquila [10]
2020 2018 2018 2021

▶ These tools cover only a subset of the core P4 language.
▶ Theorem provers (HOL4P4 [1, 2, 8], Verifiable P4 [11]): cover the full language, even

concurrency, but proofs are by hand or per packet.
▶ Language workbenches and metalanguages (P4 SpecTec, P4K [5]) give executable

specifications of P4.
▶ None of them, automated or interactive, offer a step-by-step debugger for

failures.

4 / 24



P4 Formal Methods Landscape
Property Expressiveness

Fixed Per-Packet Temporal
predefined
safety bugs

single-packet
assertions

multi-packet
(LTL / CTL)

bf4 [3] p4v [7]

ASSERT-P4 [4]

Aquila [10] p4tv [12]
2020 2018 2018 2021 2025

▶ These tools cover only a subset of the core P4 language.
▶ Theorem provers (HOL4P4 [1, 2, 8], Verifiable P4 [11]): cover the full language, even

concurrency, but proofs are by hand or per packet.
▶ Language workbenches and metalanguages (P4 SpecTec, P4K [5]) give executable

specifications of P4.
▶ None of them, automated or interactive, offer a step-by-step debugger for

failures.

4 / 24



P4 Formal Methods Landscape
Property Expressiveness

Fixed Per-Packet Temporal
predefined
safety bugs

single-packet
assertions

multi-packet
(LTL / CTL)

bf4 [3] p4v [7]

ASSERT-P4 [4]

Aquila [10] p4tv [12]
2020 2018 2018 2021 2025

▶ These tools cover only a subset of the core P4 language.

▶ Theorem provers (HOL4P4 [1, 2, 8], Verifiable P4 [11]): cover the full language, even
concurrency, but proofs are by hand or per packet.

▶ Language workbenches and metalanguages (P4 SpecTec, P4K [5]) give executable
specifications of P4.

▶ None of them, automated or interactive, offer a step-by-step debugger for
failures.

4 / 24



P4 Formal Methods Landscape
Property Expressiveness

Fixed Per-Packet Temporal
predefined
safety bugs

single-packet
assertions

multi-packet
(LTL / CTL)

bf4 [3] p4v [7]

ASSERT-P4 [4]

Aquila [10] p4tv [12]

P4Check

2020 2018 2018 2021 20252026

▶ These tools cover only a subset of the core P4 language.

▶ Theorem provers (HOL4P4 [1, 2, 8], Verifiable P4 [11]): cover the full language, even
concurrency, but proofs are by hand or per packet.

▶ Language workbenches and metalanguages (P4 SpecTec, P4K [5]) give executable
specifications of P4.

▶ None of them, automated or interactive, offer a step-by-step debugger for
failures.

4 / 24



P4 Formal Methods Landscape
Property Expressiveness

Fixed Per-Packet Temporal
predefined
safety bugs

single-packet
assertions

multi-packet
(LTL / CTL)

bf4 [3] p4v [7]

ASSERT-P4 [4]

Aquila [10] p4tv [12]

P4Check

2020 2018 2018 2021 20252026

▶ These tools cover only a subset of the core P4 language.
▶ Theorem provers (HOL4P4 [1, 2, 8], Verifiable P4 [11]): cover the full language, even

concurrency, but proofs are by hand or per packet.

▶ Language workbenches and metalanguages (P4 SpecTec, P4K [5]) give executable
specifications of P4.

▶ None of them, automated or interactive, offer a step-by-step debugger for
failures.

4 / 24



P4 Formal Methods Landscape
Property Expressiveness

Fixed Per-Packet Temporal
predefined
safety bugs

single-packet
assertions

multi-packet
(LTL / CTL)

bf4 [3] p4v [7]

ASSERT-P4 [4]

Aquila [10] p4tv [12]

P4Check

2020 2018 2018 2021 20252026

▶ These tools cover only a subset of the core P4 language.
▶ Theorem provers (HOL4P4 [1, 2, 8], Verifiable P4 [11]): cover the full language, even

concurrency, but proofs are by hand or per packet.
▶ Language workbenches and metalanguages (P4 SpecTec, P4K [5]) give executable

specifications of P4.

▶ None of them, automated or interactive, offer a step-by-step debugger for
failures.

4 / 24



P4 Formal Methods Landscape
Property Expressiveness

Fixed Per-Packet Temporal
predefined
safety bugs

single-packet
assertions

multi-packet
(LTL / CTL)

bf4 [3] p4v [7]

ASSERT-P4 [4]

Aquila [10] p4tv [12]

P4Check

2020 2018 2018 2021 20252026

▶ These tools cover only a subset of the core P4 language.
▶ Theorem provers (HOL4P4 [1, 2, 8], Verifiable P4 [11]): cover the full language, even

concurrency, but proofs are by hand or per packet.
▶ Language workbenches and metalanguages (P4 SpecTec, P4K [5]) give executable

specifications of P4.
▶ None of them, automated or interactive, offer a step-by-step debugger for

failures.

4 / 24



Symbolic execution1

1. Symbols for unknown input. Input fields
take symbols α (ttl) and β (dst). The
store σ maps variables to their values.

2. Operations build expressions. Line 2
assigns α− 1 to ttl. The store records
this formula.

3. Branches fork. Branching on formulae
explores both paths. Each path records its
assumption, the path condition (pc).

4. Reason over all packets. Unsatisfiable
pcs denote impossible paths. On feasible
paths we can prove properties, e.g.
forwarded packets have ttl = α− 1 ̸= 0.

5. Mental model. Compile-time known values
stay concrete in the store. Runtime inputs
become formulas.

Program
1: extract(ipv4)
2: ipv4.ttl := ipv4.ttl − 1
3: if (ipv4.ttl = 0)
4: drop()
5: else
6: forward()

Execution

Start (after line 1)
σ: ttl = α, dst = β

1James C. King. “Symbolic execution and program testing”. 1976DOI: 10.1145/360248.360252.
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Grisette
Grisette is a Haskell library for symbolic evaluation. It gives us combinators for building symbolic
evaluators without writing the symbolic plumbing ourselves.

Concrete
data Expr = Lit Int
| Add Expr Expr
| If Expr Expr Expr

eval :: Expr → Identity Int
eval (Lit n) = return n
eval (Add a b) = do x ← eval a; y ← eval b; return (x + y)
eval (If c t e) = do x ← eval c

if x ̸≡ 0 then eval t else eval e

Symbolic
data Expr = Lit SymInteger
| Add Expr Expr
| If Expr Expr Expr

deriving (Generic,Mergeable) via (Default Expr)

eval :: Expr → Union SymInteger
eval (Lit n) = mrgReturn n
eval (Add a b) = do x ← eval a; y ← eval b;mrgReturn (x + y)
eval (If c t e) = do x ← eval c

mrgIf (x ./= 0) (eval t) (eval e)

▶ Same structure. Plain Haskell values and if become Grisette symbolic values and combinators.
▶ mrgIf stores results as a union, merging compatible branches in place instead of using mutually exclusive

path conditions. This keeps constraints sent to the solver small.

mrgIf c

 1 if c1
2 else if c2
4 otherwise

(a)


1 if c3
2 else if c2
3 else if c4
4 otherwise

(b)

=


1 if ite(c, c1, c3)
2 else if c2
3 else if ¬c ∧ c4
4 otherwise

(c)
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Architecture and Flow

P4 Source
Code

Frontend

Parser

AST

InstrumentProperty

Interpreter

Concrete mode (Debugging)

Unified: Concrete & Symbolic

Static
Semantics

Dynamic
Semantics

Trace

< >

1
2
3
4

if(hit)
apply

else
drop

pkt meta

Verify

✓
?
✗ Counter-

example

Breakpoint

Symbolic model (Verification)

▶ Big-step semantics, dual concrete and
symbolic execution using Grisette.

▶ For verification, instrumentation with ghost
variables.

▶ Verification produces a counterexample,
one or more packets.

▶ The counterexample can be fed to the
concrete execution to obtain a
small-step-like trace.

▶ The trace can be navigated with
breakpoints.
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Architecture and Target Modeling

A P4 program with its architecture is an under-specification, leaving many
behaviors implementation-defined. We model this as a three-level lattice to
separate architecture-fixed facts from target-specific choices.

The Three-Level Target Lattice

▶ Level 0 (Language), the P4-16 standard over-approximation.

▶ Level 1 (Architecture), narrows the language by what the specific architecture
guarantees. For instance, v1model leaves register initialization free.

▶ Level 2 (Target), a concrete device that fully pins the remaining choices. For
example, bmv2 zero-initializes registers.
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Per-Construct Modeling Choices

Construct Modeling Approach

Packet Size statically analyzed or < MTU
Parser Fuel-bounded, error if exhausted
Tables Nondeterministic choice of action
Recirculate Fuel-bounded
Register and Counter Symbolic array, struct-of-arrays
Meter Not yet modeled
Checksum and Hash
csum16, xor16, random Exact arithmetic, random fresh symbolic
crc16, crc32, custom CRCs Over-approximation, uninterpreted function
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Architecture: Verification

P4 Source
Code

Frontend

Parser

AST

InstrumentProperty

Interpreter

Concrete mode (Debugging)
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Semantics
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Semantics

Trace
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1
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4
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Breakpoint

Symbolic model (Verification)

10 / 24



Modeling the Control Plane

▶ We abstract tables as one symbolic action choice.

Fixed packet packet packet . . .
persistent state persistent state persistent state

a⋆
one arbitrary choice,

frozen for the whole trace
(deterministic choice)

Fresh packet

a0

packet

a1

packet

a2

. . .
persistent state persistent state persistent state

re-rolled every packet
(nondeterministic choice)

Epoch 0 Epoch 1 Epoch 2

▶ For concrete execution we turn each table’s action choice into the trivial table entry
that selects exactly that action.
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The Specification Language
We layer an LTL specification language over intra-packet atoms, the observations
of a single packet execution.

Intra-packet atom
atom ::= if atom then atom [else atom]

| ¬atom | atom ⊕ atom | e
| e@loc | hit@q | drop
| port_in | port_out

LTL path formula
φ ::= atom | ¬φ | φ1 ∧ φ2

| Xφ | φ1 U φ2

Specification
Φ ::= ∀x :τ. Φ | φ

▶ e is a P4 expression. An @loc suffix captures its value at a program location
loc = q.begin | q.end, where q is a control block, table or action; without @loc it must be a
constant.

▶ drop holds when a packet produces zero outputs, hit@q asserts control flow reaches q, and
port_in / port_out are the ingress / egress ports of the current packet.

▶ The leading binder ∀x :τ. introduces a rigid symbolic value fixed across all steps.
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Temporal Logic (LTL) by Example
In our model “time” advances one step every time a new packet enters the switch,
so a formula talks about the infinite sequence of packets. The grammar keeps only
X and U primitive. The familiar operators are derived shorthand on top of those
two.

▶ X φ (next), the property holds for the very next packet.

▶ U (until), one property keeps holding right up to the packet where a second
one takes over.

▶ F φ (eventually), the property holds for some packet now or later.

▶ G φ (globally), the property holds for every packet from now on.

▶ W (weak until), like until, but the second property is allowed to never arrive.
Properties a P4 author might write

▶ G (¬ drop → hit@acl), no packet is forwarded without the ACL table being reached.

▶ G ((hdr.ipv4.ttl == 0)@ingress.end→ drop), a packet whose TTL has reached zero is
dropped, never forwarded.
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Verification Approach
P4Check runs one engine, combining bounded model checking and
k-induction, that both proves and refutes full LTL over an infinite packet trace. An
iterative-deepening driver reduces every property shape to the reachability of a
bad state.

▶ Safety G p. Already a reachability question, checked directly.

▶ Liveness F p, G F p. A liveness-to-safety monitor turns an accepting lasso
into a reachable bad state.

▶ Full LTL. The negation compiles to a Büchi automaton run in product with the
system, and its accepting lasso again becomes a reachable bad state.

At each depth k , BASEk SAT returns a bounded looping counterexample
(Refuted) and STEPk UNSAT under a simple-path constraint is a proof (Proved).
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K-Induction in One Slide
Prove a safety invariant G p, where p is a per-packet predicate and one step runs
one packet, Ri+1 = step(Ri). At each depth k the engine builds two queries.

Base case at depth k
Is there a real counterexample within k
steps of the true initial state?

Base(k) =
k−1∨
i=0

¬p(Ri)

R0 is the device init seed, which is
target-specific.

SAT ⇒ Refuted, a genuine
counterexample.

Step case at depth k
Can p break after k good steps from an
arbitrary state?

Step(k) =
k−1∧
i=0

p(Ri) ∧ ¬p(Rk )

R0 is a fresh well-formed state, structurally
valid but not necessarily reachable, with the
states kept pairwise distinct (a simple path).

UNSAT ⇒ Proved.

Deepen k = 1, 2, . . . ,maxK = 8. Base(k) SAT is Refuted and Step(k) UNSAT is Proved. A failing
Step can be spurious, because the arbitrary R0 need not be reachable, so it only forces a deeper
k + 1. If none closes by maxK, the verdict is Unknown.
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K-Induction by Example
register<bit<8>>(1) r; apply { r.write(0, r.read(0) + 2); }

Prove G (r ̸= 7) for register r , whose value after i packets is Ri . Each packet runs
Ri+1 = Ri + 2 (mod 256).

The transition is identical on both targets. The only difference is R0, the BASE init seed.

bmv2
ZeroInit

0 2 4 6 8 · · ·

R0 = 0, stays even, 7 is never reached

Unknown

abstract
UndefinedInit

R0 = a
nothing forbids a = 7

Refuted
at k = 1

bmv2. Base(k) is always UNSAT, no real
counterexample. But the Step re-seeds R0 freely
and escapes into odd states (5→7, 3→5→7, . . .)
it cannot rule out by k = 8.

abstract. Base(1) = ¬p(R0) = (a = 7) is SAT.
The register may power on at 7, so the property
genuinely fails before any packet matters.
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K-Induction by Example (Proof by Step)
register<bit<8>>(1) r; apply { r.write(0, r.read(0) + 2); }

Same program on bmv2, now prove G (r even) with predicate p(Ri) = (Ri mod 2 = 0).

Base alone cannot prove

Base(k) =
k−1∨
i=0

¬p(Ri)

is UNSAT, since 0,2,4, . . . are all even. But
that only says no violation within k steps,
never that none ever happens.

Step proves at k = 1
Assume p(R0), so R0 is even. Then
R1 = R0 + 2 is even, so

Step(1) = p(R0) ∧ ¬p(R1)

is UNSAT ⇒ Proved.

Same program and target, two properties
G (r even) is inductive, evenness is preserved from any start, so STEP proves it at k = 1. G (r ̸= 7)
is not inductive, an arbitrary odd R0 reaches 7 (5→7, 3→5→7, . . .), so STEP never closes and the
verdict is Unknown. Inductiveness, decided by STEP, is what separates the two.
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Architecture: Debugging

P4 Source
Code

Frontend

Parser

AST

InstrumentProperty

Interpreter

Concrete mode (Debugging)

Unified: Concrete & Symbolic

Static
Semantics

Dynamic
Semantics

Trace

< >

1
2
3
4

if(hit)
apply

else
drop

pkt meta

Verify

✓
?
✗ Counter-

example

Breakpoint

Symbolic model (Verification)
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Debugging with Breakpoints
The concrete execution is instrumented to capture a step at every statement,
giving a finite trace of events. A breakpoint is a small query over that trace, a
two-layer algebra that names where to stop.
Event predicate (one step)

φ ::= (e) | @loc
| φ ∧ φ | φ ∨ φ
| ¬φ | true

Breakpoint (where to stop)
b ::= when φ

| φ until ψ
| b after φ
| b before φ

▶ (e) a data test, a P4 boolean expression read off the
step’s state; @loc a structural test, control reaches
loc = q.begin | q.end (a block, table or action; or a
source line).

▶ when φ stop the first time φ becomes true, a
watchpoint.

▶ φ until ψ φ holds up to ψ; stop on φ’s rising edge. (The
classic e@loc is just (e) until @loc.)

▶ b after φ a gate: ignore steps until φ has happened,
then run b.

▶ b before φ a deadline: b must fire at or before φ,
otherwise it misses.

Same step vs. across steps. ∧ asks one event to pass both tests at once; after / before are
temporal, relating different events along the trace.
std.egress_spec == 9w511 stops where the packet is first marked for drop.
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Demo



Validation: Do we model P4?

To validate the correctness of the interpreter, we test both the concrete and
symbolic paths.

Concrete Interpreter

▶ p4c testsuite: passes 80%

▶ P4TestGen [9] on real-world
programs: 40%

Symbolic Interpreter

▶ Generate input-output pairs for real
programs from the symbolic execution

▶ Compare with HOL4P4 and
P4SpecTec

✓ Result: Still some more modeling to do.
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Verification Performance Numbers
Phase Property P4TV p4check2 assert-p4

trivial never-drops ✓ (4495 ms) ✓ (665 ms) ✓ (215 ms)

intra handle-1a-produces-1b ✓ (16409 ms) ✓ (1675 ms) n/a
intra deliver-requires-majority error (4010 ms) ✓ (1045 ms) n/a
intra reset-drops-and-zeroes ✓ (20858 ms) unknown (779 ms) n/a
intra drop-packet-marks-drop ✓ (18248 ms) ✓ (1054 ms) n/a

inter round-register-monotonic ✓ (23903 ms) unknown (546 ms) n/a
inter same-round-2b-accumulates timeout (180314 ms) unknown (451 ms) n/a
inter increase-sets-stored-instance ✓ (24487 ms) unknown (617 ms) n/a

temporal no-earlier-forward-after-forward ✓ (33602 ms) timeout (210433 ms) n/a
temporal rejects-stale-round ✓ (16686 ms) ✓ (1115 ms) n/a
temporal votes-only-for-stored-value ✓ (28561 ms) ✓ (4015 ms) n/a
temporal no-forward-until-majority ✓ (25220 ms) ✓ (19765 ms) n/a
temporal instance-holds-until-reset ✓ (56094 ms) unknown (458 ms) n/a
temporal accumulator-eventually-cleared ✗ (27616 ms) unknown (416 ms) n/a

✓ Takeaway: p4check2 is often an order of magnitude faster, but it is weaker at
proving the absence of bugs in the harder scenarios.
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Next Steps and Future Work

1. Immediate Next Steps
▶ Expand the validation of the symbolic execution and the verification pipeline.
▶ Direct modeling of table entries, in addition to the overapproximation, together

with a reactive controller.
▶ Integrate P4Check’s P4 semantics for translation validation in IML.2

2. Future Work
▶ Call out to a real model checker (nuXmv) and add support for CTL properties.
▶ Replace the big-step semantics for the P4 core language with a small-step

semantics

2https://www.researchgate.net/figure/MANTRA-6G-architecture-overview_fig1_394449241
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Conclusion

P4Check is a formalization of P4 in Haskell, a definitional interpreter that runs the
same program both concretely and symbolically.

What it gives you

✓ Properties from fixed safety bugs to
per-packet assertions and LTL
refutation over infinite packet traces,
with proofs still to come.

What sets it apart

! A back-in-time debugger replays a
counterexample as a concrete trace
you can step through with breakpoints.

Thank you. Questions welcome.
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