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One stack, many hands: the National Research Platform (compute + Kubernetes), ESnet (the WAN + High Touch telemetry), and RNP (trans-American reach into Latin
America) — plus the wider AutoGOLE |/ SENSE topology community behind the multi-domain fabric.
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Why a P4 :I'estbed?
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WHY IT'S BUILT THIS WAY

Reproducibility is the whole point.

A result nobody else can re-run isn't infrastructure - it's a demo. The testbed

optimizes for the opposite: 1 3 1

P4-16 source hardware classes namespace /

One P4-16 source - three hardware classes :
experiment

Every experiment is one namespace, one ConfigMap

Anyone on NRP can re-runit - docs.nrp.ai w

. o re-runs
No bespoke reservation, no one-off wiring

Reproducibility is the experiments' main objective - it's the through-line of
everything that follows.

02 + REPRODUCIBILITY



WHY THIS TALK EXISTS

Programmable data planes are powerful - but
practically fragmented.

P4 lets us push line-rate logic - load balancing, telemetry, in-network ML - off But each lives in its own silo:
the CPU and into the wire. The hardware exists today across three very different : :
— A separate toolchain and runtime per target
classes:
. — No shared control plane across hardware classes
— FPGA SmartNICs - Alveo U55C, OpenNIC shell, Vitis NetP4
; — N ti Iti-d in WAN orchestrati
— DPUs - NVIDIA BlueField-2, DOCA DPL, nvp4c b abactiish
. — Existing testbeds (FABRIC, Ch I CloudLab) don't bi Il th
— Software switches - BMv2 simple switch , vVimodel b i o SHEMe eRbAC IOl /i BTic T e L thise

under one API

You can prototype P4. You cannot easily graduate the same P4 source from

software to a SmartNIC to a DPU - across sites - without rebuilding your world
each time.
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THE NATIONAL RESEARCH PLATFORM

Closing the cyberinfrastructure gap.
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NRP nodes - a community-owned, distributed cluster

02 -+ NRP

ol

A partnership of more than 80 institutions, led by UC San Diego, Nebraska-
Lincoln, and MGHPCC - advanced hardware (GPUs, FPGAs, SmartNICs)
available to researchers nationwide.

Open Access available to researchers nationwide, free to R&E

Access Inequality a widening gap between institutions with and without CI

Architectural the post-Moore era complicates domain-science adoption

Fragmentation

NRP exists to make advanced Cl a shared resource - not a privilege of the well-
funded few.
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THE SUBSTRATE - WHAT IS "NRP"?

The National Research Platform - one Kubernetes
cluster, spanning the country (and the world...).

The NRP is a community-owned research & education cyberinfrastructure - an
NSF-, DOE-, and DOD-funded, multi-tenant Kubernetes platform led by the
San Diego Supercomputer Center (with UNL and MGHPCC); its production
cluster is Nautilus. It grew out of the Pacific Research Platform - a nation-scale

"science DMZ" stitched together over research networks (CENIC, Internet2,
ESnet).

One control plane gives researchers GPUs, FPGAs, SmartNICs, DPUs, and 100
GbE+ networking scheduled like any other Kubernetes workload - across 120+
sites and hundreds of research groups.

Who uses it: free to non-profit R&E institutions - a partnership of 80+
institutions, serving 5,000+ users across 4 continents. Mostly Al/ML and data-
intensive science, plus the networking-research community that contributes the
programmable hardware this testbed runs on.

- THE PROBLEM

120.

SITES

1500.

GPUS

500.

NODES

50.

FPGAS

"Bring your nodes, share the pool." Member institutions contribute hardware
into one federated cluster - so a researcher at any member campus can reach an
FPGA at SDSC or a DPU at PacWave through a single API.



WHY BUILD THE TESTBED HERE

Why the NRP is the right home for a multi-site P4
testbed.

02

01 - ALREADY MULTI-SITE

Kubernetes spans the sites for you

A multi-site P4 testbed needs exactly what NRP
already is: one API federating heterogeneous hardware
across campuses. P4 targets become first-class,
schedulable pods - there's no bespoke cross-site
orchestration to build first.

02 - THE HARDWARE LIVES HERE

FPGAs, DPUs, software - one cluster

NRP hosts all three P4 classes in one place - Alveo
SmartNICs at SDSC, BlueField-2 DPUs at PacWave,
BMv2 on any compute node. Device plugins + SR-IOV +
Multus expose them straight to pods.

03 - RESEARCH-GRADE WAN + SENSE

Stitch data planes across sites

ESnet SENSE - on-demand, multi-domain Layer-2
provisioning - plus 100 GbE+ science-DMZ links give
dynamic paths between sites, so an FPGA at SDSC and
a DPU at PacWave sit on the same wire from P4's point
of view.

04 + PUBLIC + REPRODUCIBLE

Anyone can rebuild it

NRP is open to the R&E community (nrp.ai) and multi-
tenant by design. The whole testbed - a kind cluster
running in a workspace on NRP - is reproducible by
others, not locked inside one lab.

THE PROBLEM



THE THESIS

One control plane. One P4-16 source. Three hardware
classes, many sites.

AMD Alveo U55C NVIDIA BlueField-2 BMv2 simple_switch

cards @ SDSC @ PacWave on NRP compute nodes
Two 100 Gbps ports each. ESnet OpenNIC shell; Two 100 GbE ports each. NVIDIA DOCA DPL, P4 via vimodel reference target, instantiable at arbitrary scale on
P4Runtime gRPC from a host-side agent over PCle. Line- nvp4c , P4ARuntime gRPC to dpl rtd onthe DPU ARM. any NRP node. The rapid-prototyping and control-plane
rate, reconfigurable data-plane acceleration. Sits next to high-performance WAN links. tier. JSON via pac ; Thrift / PARuntime.

Glued together by Kubernetes (the NRP substrate), ESnet SENSE (multi-domain L2 paths), and a Fish + P4ARuntime automation framework - all driving the same P4-16

source.

02 +- THE PROBLEM



The Aréi;itecture.
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NOTATION WE'LL USE

Parser - match-action - deparser, steered by the

control plane.

01 - PARSER 02 - MATCH-ACTION 03 + DEPARSER

Bytes - headers Tables decide Headers - bytes

A programmable state machine walks the Match-action units key on header fields, look The (possibly modified) headers are

packet and extracts your headers - Ethernet, up a table, and run the matched action - set serialized back onto the wire. The data plane
IPv4, and a custom header of your own a port, decrement TTL, do arithmetic on never left the wire - no CPU round trip.
design. fields.

04 - CONTROL PLANE

P4Runtime fills tables

The compiled pipeline is fixed; table entries
are loaded at runtime over P4Runtime /
Thrift. Change behaviour without
recompiling.

The pipeline is the structure; the table entries are the policy. That split is exactly what lets us update an in-network model live - hold that thought for the demo.

03 - ARCHITECTURE -+ P4 PRIMER



THE TESTBED ARCHITECTURE

Three targets, one control plane, SENSE across the
WAN.

ESnet SENSE . Thrift / gRPC
: n.:.; in L2 P4Runtime gRPC proxy + & 8 )
multi-domain PacWave

NRP compute nodes

N SENSE client
paRoT Fish automation scripts
NRP - PacWave - SCinet - (ConfigMaps) P4RuNtime gRPC 1 BMv2 xN
FABRIC - AMPATH BlueField-2 x7 software - vimodel
\ - SDSC DPU - DOCADPL  e--1---SENSE L2 VLAN----¥ =
2x100 GbE
¥
Device plugins - Multus a1 EERE e [
CNI - SR-I0V Network Alveo U55C x32
Operator P4Runtime gRPC——»  FPGA SmartNIC - OpenNIC
(advertise FPGA / BF-2 VFs 2x100 Gbps e SENSE L2 VAN eomemoe oo

ESnet SENSE (dashed lines) = on-demand, multi-domain Layer-2 provisioning - it stitches the sites into one wire. Kubernetes exposes the hardware; SENSE provisions

the path. Both are unpacked over the next few slides.

03 + ARCHITECTURE



WHAT SENSE IS - ESNET - SLIDES CREDIT: JUSTAS BALCAS, ESNET

The API-driven SENSE architecture.

Application ‘ Intent Based APIs with resource
Workflow Engine | discovery, negotiation, and service

o

Real-time network discovery
infrastructure with detailed '

service ontologies. Dynamic . | SENSE
provisioning and monitoring. ™ Orchestrator

2E Fermilab

DN £

ENERGY SCIENCES NETWORK

SENSE Resource Manager

An Application Workflow Engine expresses intent = the SENSE Orchestrator does real-time discovery + dynamic provisioning = per-site Resource Managers negotiate and instantiate the path. Intent-
based L2/L3 across administrative domains.

03 + ARCHITECTURE -+ ESNET SENSE



WHERE SENSE REACHES - THE AUTOGOLE | SENSE FABRIC

A standing multi-domain L2 fabric.
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SENSE stitches a standing fabric across NRP sites and OSDF sites nationwide - the pool our testbed draws cross-site L2 paths from (NRP - PacWave - SCinet

- FABRIC - AMPATH).

03 ARCHITECTURE

AUTOGOLE / SENSE



THE K8S SENSE OPERATOR

An annotation on a pod - a circuit and a NIC.

03

SENSE is driven declaratively from Kubernetes. Annotate a pod with a target
node and bandwidth; the SENSE Operator reconciles everything else:

kind: Pod
metadata:
annotations:
sense.nrp-nautilus.io/target-node: "node-2-7.sdsc.optiputer.net"

sense.nrp-nautilus.io/bandwidth: "1000"

Operator creates a senserath CRD - calls the SENSE Northbound API
SENSE provisions the end-to-end L2 path between the two nodes
Operator creates the Multus NADs and patches the annotated pods

Path auto-deletes in 7 days unless extended - leases, not leaks

ARCHITECTURE + SENSE OPERATOR

Real-time system based on
Resource Manager developed
infrastructure and service models

Application Intent-based APIs with resource
Workflow Agent discovery, negotiation, service
' lifecycle management & monitoring
I

SEI\II SE SENSE End-to-End Model
L7 Orchestrator | -~

SENSE Resource Manager

SENSE Orchestrator - intent reconciled into circuits

The user writes an annotation; Kubernetes + SENSE turn it into a provisioned
circuit and a pod NIC - reproducible by construction.



THE ESNET SENSE + MULTUS "MAGIC™"

A NIC that appears anywhere on the topology.

From the pod'’s point of view, a new network interface simply appears - bound
to a SENSE-provisioned VLAN that can land anywhere on the fabric: POD / UM - SITE A
magic NIC

SENSE provisions a VLAN between two endpoints (nodes /[ VMs) - e b ST
uitus attacnes e

anywhere on the AutoGOLE topology

Multus attaches that VLAN into the pod as a "magic" network interface v VLAN
The two pods now share one L2 segment - as if cabled into the same ESNET SENSE

anywhere on the topology

The user never touches a switch. SENSE + Multus turn a provisioned VLAN into
a pod NIC - that's the "magic." v VLAN

POD / VM - SITE B

magic NIC

same L2 segment, remote site

03 + ARCHITECTURE -+ SENSE + MULTUS



TWO THINGS MAKE IT "MULTI-SITE"

Kubernetes exposes the hardware. SENSE provisions
the path.

Kubernetes integration - P4 resources become first-class cluster resources: ESnet SENSE - dynamic Layer 2 across administrative domains:
Device plugins advertise the Alveo FPGA (PCle) and the BlueField-2 (SR- A REST API our scripts call to request point-to-point L2 circuits between
IOV VFs) as allocatable; pods request them via 1imits - DOCA DPL is the NRP, PacWave, SCinet, FABRIC, AMPATH

on-DPU toolchain, not the scheduled resource o o , . _ , _
Circuits provisioned in under one minute, with dedicated bandwidth

Multus CNI attaches DPDK-backed interfaces that bypass the kernel stack . _
On aActive , SENSE brings up a macvlan on the host; Multus attaches it

The SR-IOV Network Operator manages VF pools and config; its SR-IOV into the P4 pod - the third exposure path, after the FPGA device-plugin
CNI assigns virtual functions to pods for near-native performance and the DPU VF
Capabilities - NET ADMIN, IPC LOCK, SYS NICE - enough for DPDK + This is the WAN stitching that turns three local clusters into one testbed

P4Runtime, still multi-tenant

Every experiment runs in its own namespace; definitions live as ConfigMaps.
The control plane itself is just more pods.

03 + ARCHITECTURE



HOW THE HARDWARE ACTUALLY REACHES A POD

Two mechanisms, not one. Device plugins # SR-IOV VFs.

The Alveo and the BlueField-2 are exposed to Kubernetes by completely
different paths - conflating them is the usual mistake: ALVEO + DEVICE PLUGIN

: . . . y PCle resource via limits
The Alveo is advertised by a device plugin as a PCle device resource; a

. . . 2 The plugin advertises the FPGA as an allocatable Kubernetes resource; the pod requests it the
pod claims it through 1imits like a GPU - one card, one allocatable unit Samgwgy A PRERY

The BlueField-2 is not a device-plugin resource - it is sliced into SR-IOV
Virtual Functions, and a pod is handed a VF, not the whole DPU

BF-2 - SR-IO0OV
Multus then attaches a second, DPDK-backed dataplane interface that a Virtual Function, not the DPU
bypasses the kernel stack entirely The SR-1I0V CNI assigns a VF to the pod for near-native 1/O - a distinct mechanism from the FPGA
path.
DOCA DPL is the on-DPU toolchain - not the scheduled resource
CAPABILITIES -+ KEPT MINIMAL

NET ADMIN - IPC LOCK - SYS NICE

Exactly enough for DPDK + P4Runtime - no more - so the cluster stays multi-tenant.

Each experiment is one namespace; its definition is a ConfigMap. The hardware
path differs per target, but the experiment surface stays uniform. A third path - the

cross-site wire via SENSE macvlan + Multus - is on the next slide.

03 + ARCHITECTURE -+ K8S HARDWARE EXPOSURE



03 _+ ARCHITECTURE

THE WAN, ON DEMAND - ESNET SENSE

One REST call puts an FPGA and a DPU on the same

wire.

net.fish drives the ESnet SENSE REST API - it requests a point-to-point
Layer-2 circuit, polls until it's up, and tears it down at experiment end. One
intent, one call:

# reserve an L2 circuit SDSC <-> PacWave, then wire it locally
$ net.fish provision --from nrp-sdsc \
--to pacwave --vlan auto --bw 10g

B -> circuit UP in <60s - vlan 3132 - status ACTIVE

Once the circuit is ACTIVE, SENSE brings up a macvlan interface on the host
bound to the path’s VLAN, and Multus attaches that macvlan straight into the

P4 pod as its dataplane port. That's the third exposure path - alongside the
FPGA device plugin and the DPU SR-IOV VF - and the one that makes a remote

site look like a local NIC. The P4 program never changes; only the port it's
bound to.

On a real FPGA the macvlan model inverts - its QSFP port is no Linux netdev, so the VLAN tag +

MACs move into the P4 pipeline (set as table entries over P4Runtime), framed natively. No outer

tunnel, no VXLAN. = two-planes backup.

SENSE stitches across administrative domains that don't otherwise share a
broadcast domain:

NRP the Kubernetes substrate - Alveo, BF-2, BMv2
+ MULTI-DOMAIN L2

PacWave west-coast exchange - BlueField-2 DPUs

Concrete: Alveo FPGA @ SDSC and a BlueField-2 DPU @ PacWave end up on
the same broadcast domain. From P4's point of view they're two ports on one
wire - the WAN disappears.

\
Scope it honestly. "Dedicated bandwidth" here means a reserved L2 circuit - a

provisioned path with a committed VLAN, best-effort beyond the reservation.
Not a private fiber; a guaranteed slice of shared research network.

BlueField-2
@ PacWave

Alveo U55C

+---reserved L2 - <6[}s----bi':SENSE.}-v----reserved L2 »
@ SDSC

Run it locally: xsite-containerlab is the runnable analogue in this template
family - a VXLAN L2 stretch with FRR eBGP across two real NRP hosts. Same

"two sites, one L2" shape, no circuit request needed.



THE MACVLAN PATH IS SOFTWARE-ONLY

Multus can't reach an FPGA - so the framing moves into
P4.

macvlan + Multus works because the Linux kernel owns the NIC. On a real
Alveo, the QSFP/CMAC port is not a Linux netdev - nothing to hang a
vlan.NNNN Subinterface or macvlan on. SENSE still lands the circuit on the Line-side port kernel netdev QSFP - no netdev
FPGA's own port, but the L2 endpoint behavior moves into the pipeline:

SOFTWARE (BMV2) HARDWARE (ALVEO)

VLAN tag kernel 802.1Q P4 action
VLAN tag + MACs become P4 - push vlan(vid) , eth.src/dst set
explicitly, installed as table entries over P4Runtime (not the kernel's src/dst MAC kernel ARP P4 table entry
802.1Q / ARP
Q/ ) Pod attach Multus macvlan FPGA owns the port

The only "encapsulation" is the native 802.1Q shim the FPGA writes itself

- no outer tunnel
This is why "everything above LO is manual" on the FPGA: no kernel stack on

pktgen /| DPDK is only a host-side traffic source via QDMA - it fills the the line side - L2 endpoint behavior is the dataplane program'’s job.
path, doesn't create it

03 + ARCHITECTURE -+ MULTUS e FPGA



WHY NOT JUST USE THE POD NETWORK?

Over Calico, P4 rides inside VXLAN - the wrong place.

Skip Multus and bind the switch to the pod's Calico etho and the P4 frame

becomes VXLAN payload: etho isan L3 /32 that Calico encapsulates across
nodes. P4 sits above, VXLAN below - nested, not parallel.

X calico-only P4 frame nested inside VXLAN - measure the tunnel, lose L2

Multus / SENSE P4 frame on a wire parallel to the overlay - native L2

You measure the overlay, not the pipeline - latencyy/jitter are VXLAN encap

+ softir .y : . oo
9 One rule: P4 traffic rides a wire parallel to Calico, never nested inside it.

MTU =50 B - INT / SRv6 headers silently blow it Software targets get it from Multus macvlan; hardware targets from the FPGA's
owh port. The overlay stays a pure management plane.

No true L2 - Calico routes IP only; custom EtherTypes, non-IP, VLAN-
tagged frames are dropped at the host

Data plane and control plane collide on one etho (Thrift, gRPC, kubelet,
DNS)

03 + ARCHITECTURE -+ CALICO VS. THE DATAPLANE



HARDWARE TARGET 01 - FPGA SMARTNIC

The Alveo U55C - P4 compiled to a 100 Gbps bitstream.

The AMD Alveo U55C is the
testbed'’s line-rate tier (100
Gbps at 21500 B; ~78 at 64 B):
a PCle FPGA SmartNIC with 2 x
100 Gbps QSFP28 ports and 16
GB HBM2. Here P4 runs as
actual gates, not software - via
the open ESnet SmartNIC stack
on the AMD OpenNIC shell:

01 - P4-16 SOURCE

the same core library
13 nne.p4 |/ srvé6.p4 - identical to the BMv2 and DPU builds, wrapped for OpenNIC.

02 - VITISNETP4 + VIVADO

synthesis = bitstream

A ~4.5-hour place-and-route turns the pipeline into a signed bitfile + register map.

P4-16 - the VitisNetP4 IP
core ( #include

03 + OPENNIC - HOST AGENT

load + P4Runtime
<core.p4>, <xsa.p4>)

Tables fill over gRPC at run time - weights / rules update with no resynthesis.
A Parser - Match-Action = Deparser engine dropped into OpenNIC's
250 MHz user box ¢
The 4.5-hour build is the price of real silicon - paid once per pipeline.

Vivado 2023.2 synthesizes it; make emits one artifact zip - bitfile + Everything the demo changes live (weights, ACLs, NAT) is a table entry, not a

regmap YAML + driver + Wireshark .1lua cebuild.
P4Runtime gRPC from a host-side agent fills the tables over PCle at run .
time

03 - ARCHITECTURE -+ ALVEO U55C



